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ABSTRACT 
The convergence of edge and cloud computing has created a flexible computational continuum for supporting latency-sensitive, 
data-intensive, and intelligent applications. However, dynamic workloads, heterogeneous resources, mobility, and changing 
network conditions make real-time resource allocation increasingly complex. This review examines adaptive edge–cloud 
computing architectures for intelligent resource allocation using machine learning (ML), emphasizing architectural design, 
resource management, learning strategies, performance optimization, applications, and emerging research directions. Supervised, 
unsupervised, deep, reinforcement, multi-agent, federated, and graph-based learning approaches are discussed in relation to 
workload prediction, task offloading, resource provisioning, service migration, and distributed decision-making. The review 
highlights the importance of closed-loop adaptation, where resource states are continuously monitored, future demands are 
predicted, allocation decisions are executed, and resulting performance is evaluated for subsequent policy refinement. Key 
optimization objectives include latency, energy efficiency, resource utilization, throughput, cost, quality of service, and reliability. 
Applications across IoT, industrial systems, smart cities, connected vehicles, healthcare, and next-generation networks 
demonstrate the broad relevance of adaptive resource intelligence. Persistent challenges include heterogeneity, scalability, 
communication overhead, security, privacy, model drift, and generalization. Future research should prioritize continual learning, 
explainable intelligence, digital twins, green computing, AI-native 6G, and autonomous orchestration for scalable, secure, 
sustainable, and resilient real-time edge–cloud computing environments worldwide. 
 
Keywords:  Edge–Cloud Computing; Machine Learning; Resource Allocation; Adaptive Resource Management; Real-Time Computing 

 

1. Introduction 
The Internet of Things (IoT) is characterized by the recent surge in the number of connected devices, intelligent 
sensors, cyber-physical systems, and applications with artificial intelligence (AI) capabilities that are 
fundamentally changing the computation needs of modern digital infrastructures. While conventional cloud 
computing offers a huge amount of processing and storage capacity, it has one major limitation: it uses 
centralized data centers, which cause communication latency, network congestion, bandwidth usage and 
service disruptions when used by geographically distributed and latency-sensitive applications. Edge 
computing is a complementary paradigm that brought computation, storage, and analytics closer to the data 
sources and end users. But the demands for computation at the edge nodes are continuously growing and they 
are limited in resources. As a result, edge and cloud architectures are becoming more connected as edge–cloud 
continuum, allowing workloads to be flexibly scheduled among the various computing tiers. This integration 
brings the edge resources' low-latency processing capabilities and the computational scalability of cloud 
platforms together to establish a solid basis for responsive and scalable intelligent services (Hossain et al., 
2023). 
Efficient resource allocation is a core element of this continuum as the amount of computation, network quality, 
and availability of devices and application priorities can change significantly over time. Real-time applications 
are a special case where the constraints are very high, as allocation must be done quickly, and the application 
must meet latency requirements, along with energy, throughput, reliability, and QoS requirements. Traditional 
allocation mechanisms are often based on fixed rules, mathematical algorithms, static thresholds, or 
optimization routines based on relatively fixed assumptions. While they are all applicable in controlled 
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scenarios, they don't work so well in stochastic workloads, when the infrastructure changes, or when the 
dimensionality of the problem increases. Hence, scheduling mechanisms that can adapt to such temporal 
changes in workload and system state are desired for dynamic edge–cloud environments, in addition to those 
that are predetermined by policies (Tuli et al., 2020). This problem is more complicated if the computational, 
communication, storage, and energy resources have to be coordinated together across different devices and 
tiers of infrastructure. 
Because of these limitations, machine learning (ML) offers a valuable way of addressing these challenges 
through the ability to better learn from past and current operating data, and to make resource-management 
decisions that reflect that learning. The workload forecasting, resource-demand prediction, task classification, 
congestion estimation, service placement, computation offloading and dynamic scheduling can be supported 
by ML models. Deep learning also allows for modelling of complex nonlinear relationships between workload 
properties and infrastructure states, while reinforcement learning allows resource controllers to adapt their 
allocation policies through multiple interactions with the dynamic environments. As a consequence of the 
increasing relevance of these techniques, machine and deep learning have been widely employed in the context 
of resource allocation in multi-access edge computing, with intelligent techniques being studied for the 
optimization of heterogeneous and conflicting objectives of a system (Djigal et al., 2022). A sequential decision-
making problem in which allocation actions affect both current system performance and future operating 
states is particularly promising through the use of deep reinforcement learning (Wang et al., 2019). 
The shift from isolated optimization algorithms based on ML to adaptive edge–cloud architectures is thus of 
particular importance. An efficient intelligent architecture should not only create an optimized allocation at a 
single moment, but it should also continuously monitor the infrastructure state, anticipate future resource 
needs, make context-aware allocation decisions, consider the impacts and make adjustments to future policies. 
These recent cloud–edge hybrid deep-learning frameworks show how distributed computational 
infrastructure can be combined with intelligent optimisation to enhance the scalability and utilization of 
resources in IoT systems.Recent cloud–edge hybrid deep-learning frameworks illustrate how distributed 
computational infrastructure may be coupled with intelligent optimisation to boost both scalability and 
resource appropriation in IoT systems. These architecture can enable workload migration from edge to cloud 
tier, dynamically provision resources to meet the needs of the workload, redirect workloads during congestion, 
and adjust workload priorities. Adaptive intelligence is particularly crucial for real-time data streams, where 
the distribution and nature of the data and the operating conditions constantly change, leading to the possible 
inaccuracy of the models and allocations created from static data sources (Sıcakyüz et al., 2024). 
Though considerable advances have been made, the current literature is divided into the fields of edge 
computing, cloud computing, task scheduling, computation offloading, prediction using ML, deep 
reinforcement learning, networking, and application-specific optimisation. Research often focuses on a single 
resource category or a specific component of a single performance goal, instead of the entire adaptive decision-
making process through the edge–cloud continuum. Furthermore, since the architectures are different, the 
workloads differ, the optimizations are different, and the environments and performance metrics differ from 
one approach to the next, it can be difficult to compare performance directly across the different approaches. 
These restrictions define the necessity to consider the integration of architectural design and learning-driven 
resource intelligence and the critical investigation of adaptive mechanisms' ability to address operating 
conditions with diversity and change. 
Therefore, the convergence of edge–cloud computing and machine learning in adaptive real-time resource 
allocation is critically analysed in this review. It brings together concepts from architecture, resource 
allocation, significant ML paradigms, adaptive resource management, and the optimization of performance 
goals, and investigates them for various emerging intelligent systems. Special focus is placed on comprehending 
ways in which learning processes can make the process of resource management from a state of "static" or 
"reactive" resource allocation to "predictive" and "context-aware" and "continually adaptive" orchestration. 
The review also investigates representative applications and evaluation environments, pinpoints 
methodological and deployment challenges, and highlights the new research opportunities of distributed 
intelligence, explainability, energy efficiency, security, continuous learning and autonomous orchestration. In 
this integrated view, the review provides a conceptual framework for designing novel edge–cloud resource 
allocation systems that make timely intelligent and adaptive allocations of resources. The specific objectives of 
this review are: 
• To examine ML-driven mechanisms for adaptive and real-time resource allocation across the edge–cloud 
computing continuum.  
• To evaluate existing resource-allocation approaches based on latency, energy efficiency, scalability, 
resource utilization, cost, and QoS.  
• To identify key challenges, research gaps, and future directions for intelligent and autonomous edge–cloud 
resource management. 
 

2. Edge-Cloud Architecture 
Cloud, fog and edge computing are complementary paradigms of distributed computing that vary mainly by 
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their proximity to data sources, their computational power, and their response properties. Cloud computing 
has centralized, scalable processing and storage though it may bring in transmission latency and bandwidth 
overhead. Cloud and fog computing are similar in that they both rely on processing located at intermediate 
points in the network; however, fog computing processes data at the fog node, while edge computing processes 
data at a closer location to the source of data generation to ensure more immediate response time and less data 
transmission. These paradigms enable hierarchical resource allocation, where workloads are allocated based 
on computational requirements, latency, and resource availability (Shanmugam et al., 2023). The edge-cloud 
continuum brings end devices, edge nodes, intermediate infrastructure and centralized clouds together into a 
single resource continuum. These tiers can be partitioned or migrated based on network conditions, 
application urgency and capacity. This is especially useful for ML applications as it enables lightweight 
inference to take place at the edge while more powerful training and analytics are conducted in the cloud. With 
coordinated edge–cloud infrastructures, the execution of ML workloads can then be enhanced by leveraging 
resources from various computing tiers (Almurshed et al., 2025). 
The typical layers of an adaptive edge–cloud architecture are the device layer, edge layer, communication layer, 
cloud layer, and orchestration layer. Data generation is done by end devices; localized processing and storage 
is provided by edge nodes; communication networks are used to connect distributed resources; and cloud 
infrastructure offers high capacity computation and persistent storage. Monitoring, scheduling, provisioning, 
workload placement and migration are orchestrated by an intelligent orchestration layer. By further hiding the 
complexity of the infrastructure, intelligent middleware can also enable the management of heterogeneous 
edge–cloud resources (Shah, 2021). Edge–Cloud infrastructure architectures are currently facing another big 
challenge – resource heterogeneity – as it is known that processors, GPUs, accelerators, memory, storage and 
communication links have varying capabilities. The computational load, latency and energy consumption are 
also widely different for applications (Figure 1). Therefore, resource allocation needs to be based on several 
characteristics and not just CPU capacity. Scheduling in heterogeneous end–edge–cloud solutions can be 
assisted by learning-based scheduling to achieve better workload mapping to appropriate computing 
resources (Shen et al., 2025). 

 
                               Figure 1. Edge–fog–cloud computing architecture (Khan et al., 2025). 
 
Real-time applications also have rigid requirements such as timing, deadlines satisfaction, throughput, 
reliability, energy efficiency and quality of service. The workload, connectivity, and availability of the resources 
can fluctuate in intensity, thus adaptive scheduling is necessary. Under different edge-cloud scenarios, the 
intelligent-agent-based scheduling can dynamically coordinate the execution of workloads (Lim, 2024). Facing 
this challenge, the architectures that work well must continuously monitor and reconfigure their resources to 
satisfy the application's performance requirements as operation conditions change (Table 1). 
 

Table 1. Comparison of Edge, Fog, and Cloud Computing Paradigms 
Paradigm Key Characteristics Major Advantages Limitations Representative 

References 
Edge Processing close to Very low latency; Limited Shanmugam et al. 
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Computing end devices; 
decentralized 
resources 

context awareness; 
reduced data 
transmission 

computation and 
storage 

(2023) 

Fog 
Computing 

Intermediate 
computing between 
edge and cloud 

Regional coordination; 
distributed processing 

Management 
complexity 

Hossain et al. 
(2023) 

Cloud 
Computing 

Centralized high-
capacity 
infrastructure 

Scalability; extensive 
computation and 
storage 

Network 
dependency; 
higher latency 

Lekkala (2024) 

Edge–
Cloud 

Integrated distributed 
computing continuum 

Combines 
responsiveness and 
scalability 

Complex 
orchestration 

Almurshed et al. 
(2025) 

 

3. Resource Allocation 
Resource allocation is crucial to adaptive edge–cloud computing, in which heterogeneous computing, 
networking and storage resources need to be dynamically coordinated under varying workloads and 
application demands. Allocation of computing resources includes assigning CPUs, memory, GPUs, and AI 
accelerators based on workload complexity, deadlines, and available resources. The scheduling strategy using 
deep reinforcement learning can dynamically allocate the workload of AI inference to the edge and cloud 
resources, which enhances the responsiveness of AI inference than the static scheduling strategy (Ma & Fan, 
2025). 
Network-resource allocation allocates bandwidth, communication channels, routing and transmission 
priorities on distributed infrastructure. Communication delays may counterbalance the computational 
advantages of offloading and resource decisions need to take into account the link condition, traffic variation, 
and network congestion. In the edge-enabled 5G network scenario, intelligent traffic-adaptive allocation has 
proven the benefit of dynamically coordinating resources to respond to the varying demands of the network ( 
Chen et al., 2019). The other key aspect is storage allocation, as edge nodes offer low latency access but limited 
capacity whereas cloud platforms offer scalable storage with larger communication overheads. The data and 
resource placement in IoT–edge–cloud environment can be improved by utilizing learning-based content 
distribution (Cui et al., 2023). 
Task Offloading is the process of deciding whether a workload should be performed locally, at a nearby edge 
node, or in the cloud based on the processing requirements, the latency, the connectivity and the energy 
constraint. The energy efficiency can be enhanced through dynamic coordination of computations and 
virtualized resources, facilitated by Edge-AI-supported offloading (Hasan et al., 2025). Workload placement 
decisions are very similar to where applications, services, containers, and dependent tasks should run. 
Workloads can be redistributed and/or migrated to other services due to changing resource availability and 
demand. To adapt to these variations, deep-reinforcement-learning-based joint task allocation and service 
migration is provided (Chen et al., 2022). 
 

 
Figure 2. Integrated resource-allocation dimensions in adaptive edge–cloud computing 
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Load balancing further spreads out the workload between nodes to avoid congestion and under-use. Adaptive 
learning-based mechanisms can adapt workload distribution based on the real-time system feedback to 
enhance the utilization and responsiveness (Ghorbani et al., 2025; Ramesh, 2025). In the end, these allocation 
decisions have to be optimized together; computing capacity, bandwidth, storage space, energy use, latency 
and cost are tightly coupled (Ajax et al., 2025). To address the conflicting demands and adaptively determine 
resource configurations in edge–cloud workflows, multi-objective deep reinforcement learning (MODRL) 
offers a potential solution (Lahza et al., 2024; Anand & Karthikeyan, 2025). Integrated optimization of 
computing, communication, storage, offloading, placement and load-balancing decisions is required to make 
effective resource allocation decisions, rather than optimizing each resource separately. 
 

Table 3. Resource-Allocation Strategies in Edge–Cloud Computing 
Strategy Principle Advantages Challenges Representative 

References 
Static Predefined resource 

assignment 
Simple 
implementation 

Poor adaptability Shanmugam et al. 
(2023) 

Heuristic Rule/search-based 
optimization 

Fast decisions May be suboptimal Ramesh (2025) 

ML-Based Data-driven 
prediction and 
allocation 

Predictive 
management 

Training-data 
dependency 

Lilhore et al. (2025) 

RL-Based Reward-driven 
sequential decisions 

Handles dynamic 
environments 

Training instability Ajax et al. (2025) 

DRL-Based Deep policy/value 
learning 

Handles large state 
spaces 

High 
computational cost 

Anand & 
Karthikeyan (2025) 

Multi-
Agent 

Distributed 
intelligent agents 

Supports 
decentralization 

Agent coordination Zhang et al. (2024) 

Federated Distributed 
collaborative models 

Privacy-aware 
management 

Communication 
overhead 

Ala'a et al. (2025) 

 

4. Machine Learning Methods 
Machine learning can help make intelligent resource allocation decisions in edge–cloud environments, by 
learning workload patterns and predicting resource needs, and by enabling dynamic decision making. Various 
ML paradigms can be employed to solve different aspects of resource management depending on the available 
data, complexity of the infrastructure and the goals of the allocation. In supervised learning, past data (with 
known workloads and resource usage) is used to forecast resource usage and workloads, so that resources can 
be allocated in advance. It proves to be very suitable for resource demand prediction, but it is also influenced 
by the representative labeled data (Xu & Xu, 2024). Unsupervised learning is able to discover patterns and 
clusters from unlabeled operational data, and can be used for workload classification, resource usage analysis, 
though the challenges of validation of discovered patterns still exist (Djigal et al., 2022). 
The complex nonlinear relationships between workload properties, network conditions, and resources' state 
can be captured with deep learning, which is well suited for high-dimensional edge–cloud environments. 
Neural-network based approaches can boost adaptive resource allocation, but may face the challenge of 
computational requirements on resource constrained devices at the edge (Almaini et al., 2025). Reinforcement 
Learning (RL) is well suited to sequential resource-allocation problems, since the agents learn allocation 
policies from (interacting with) the evolving environment. Another capability of deep reinforcement learning 
is decision-making in large state spaces for task placement, offloading, and resource assignment (Wang et al., 
2019). Multi-agent learning is a technique that distributes decision making duties among several intelligent 
agents, thereby enabling edge nodes and other resources to coordinate allocation without being totally 
controlled by a central controller. This has both advantages of scalability and decentralization but also comes 
with coordination overhead ( Zhang et al., 2024). In distributed settings such as the edge and Industrial IoT, 
federated learning allows for the training of models to be done without sharing local data between the nodes, 
which helps maintain privacy. However, frequent exchanges of models can lead to increased communication 
overhead (Ala'a et al., 2025). 
Graph neural networks (GNNs) enable topology-aware learning, as they model devices, edge nodes, cloud 
servers, and their communication patterns as graphs. This capability may be useful in resource allocation, 
where the decisions are based on relationships between distributed resources, but can be limited by the 
complexity of the models and thus could not be implemented in real time. (Djigal et al., 2022) In summary, 
supervised learning and unsupervised learning facilitate prediction and pattern discovery, deep learning 
models the complex relationships between resources, RL makes adaptive sequential decisions, multi-agent 
learning achieves decentralized coordination, federated learning allows for privacy-preserving collaboration, 
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and GNNs learn about the topology of infrastructure. These complementary strategies offer the learning base 
to intelligent edge–cloud resource allocation as summarized in Table 2. 
 

Table 2. Machine Learning Methods for Resource Allocation 
ML Method Primary Role Strength Limitation Representative 

References 
Supervised 
Learning 

Workload/resource 
prediction 

High predictive 
capability 

Requires labeled 
data 

Xu & Xu (2024) 

Unsupervised 
Learning 

Pattern discovery 
and clustering 

Does not 
require labels 

Difficult validation Djigal et al. 
(2022) 

Deep Learning Complex workload 
modeling 

Captures 
nonlinear 
patterns 

Computational 
overhead 

Almaini et al. 
(2025) 

Reinforcement 
Learning 

Sequential allocation Adaptive 
decision-
making 

Convergence and 
exploration issues 

Wang et al. 
(2019) 

Multi-Agent 
Learning 

Distributed allocation Decentralized 
decision-
making 

Coordination 
overhead 

Zhang et al. 
(2024) 

Federated 
Learning 

Collaborative 
distributed learning 

Privacy 
preservation 

Communication 
overhead 

Ala'a et al. (2025) 

Graph Neural 
Networks 

Topology-aware 
learning 

Captures 
resource 
relationships 

Model complexity Djigal et al. 
(2022) 

 

5. Adaptive Resource Management 
Adaptive resource management combines continuous system awareness, predictive intelligence and dynamic 
decision making for efficient operation when facing dynamic workloads and infrastructure. Adaptive 
management adapts resource decisions based on the measured and predicted states of the system, enabling a 
feedback loop for real-time edge–cloud orchestration that is not found with static allocation. Resource 
monitoring is the foundation of operations, and it sees data on CPU and memory usage, network bandwidth, 
queue length, energy usage, application demand, and node availability gathered on an ongoing basis. These 
observations allow for fast detection of congestion, resource deficiency, and performance degradation and help 
intelligent controllers help adjust allocation decisions as conditions change. 
Workload prediction is an extension of this ability that predicts the demands for computational resources prior 
to the arrival of resource scarcity. Patterns of tasks and metrics gathered in real-time can be fed into ML models 
that can predict traffic intensity, application requirements and task arrivals based on historical workload 
patterns. Predictive resource management also helps make adjustments to workloads proactively, instead of 
just reactively allocating resources (Lekkala, 2024). Resource forecasting then determines the necessary 
computing, network, storage, and energy resources to serve expected workloads. In large-scale networks with 
fluctuating demands and limited provisioning resources, proactively preparing resources based on machine 
learning prediction and dynamic scheduling can be beneficial (Ying, 2025). 
Intelligent task offloading classifies the workload to be run locally, edge nodes or cloud infrastructure 
depending on the complexity of the task, latency requirements, network conditions, energy requirements, and 
available processing power. Reinforcement learning is well applicable due to the fact that offloading decisions 
carry impact on the state of the following resources, which allows the adaptive policies to adapt to mobility and 
varying computational environments (Zhao et al., 2023). Offloading and dynamic provisioning are 
complementary concepts and the latter involves the activation, scaling, reallocation, or release of 
computational resources based on the current or forecasted resource demand. RL-based resource management 
can adapt resource allocation policies for real-time AI workloads on an ongoing basis, minimizing resource 
shortages and overprovisioning (Vedula et al., 2025). 
With service migration, the app components or execution state are moved when the current deployment 
locations are inefficient due to congestion, mobility, and resource availability. Efficient migration involves 
striking a balance between the possible performance gains and migration latency and communication 
overhead. Adaptive scheduling across heterogeneous edge–cloud resources allows for workload re-
distribution with changes of infrastructure (Zhang et al., 2025). Closed-loop adaptation combines these 
features in a cycling control process where previous allocation outcomes affect future allocation decisions. 
Hybrid edge–cloud ML pipelines may enable continuous interaction between distributed processing and real-
time decision making, enabling the evolution of allocation policies with application conditions and 
infrastructure, respectively (Asro et al., 2026). The adaptive cycle can be represented as: 
Monitor → Predict → Decide → Allocate → Evaluate → Adapt 
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This feedback-driven cycle provides the foundation for autonomous edge–cloud resource management by 
continuously observing system conditions, forecasting demand, selecting and executing allocation decisions, 
evaluating their effects, and adapting subsequent policies to maintain real-time performance. 
 

 
Figure 2. Closed-loop adaptive resource management cycle for intelligent edge–cloud computing 

 

6. Performance Optimization 
Optimizing performance of adaptive edge–cloud systems involves optimizing for multiple and often competing 
objectives, not a single performance measure. Machine-learning-driven allocation allows the resource 
controller to adapt to changing workload and infrastructure requirements dynamically, while taking into 
account other factors such as latency, energy use, resource usage, throughput, operational cost, quality of 
service (QoS), service-level agreements (SLAs) and reliability. 
For real-time applications, latency is of special concern since it dictates the responsiveness of the system, as 
transmission, computation, queuing and migration delays are all included in the overall latency. Intelligent 
allocation can reduce the end-to-end latency by using specific locations for execution based on workload 
urgency and availability of resources. For applications that require high responsiveness, like cloud gaming, in 
which edge resources can have a significant impact, deep reinforcement learning (DRL)-based resource 
allocation has proved to be appropriate (Deng et al., 2022). It is also vital to have energy efficiency for resource-
constrained edge nodes and mobile devices. To achieve energy-aware coordination and ensure the scalability 
and adaptability of distributed networks, cloud–edge architectures combining digital twins and ML can help 
(Han et al., 2025). 
Efficient resource utilization aims to ensure that the CPU, memory, storage and networking resources are used 
productively, without being simultaneously overloaded and underutilized. The DRL-based dynamic allocation 
may allocate resources in real-time based on the system states and the workload requirements (Sulistyo & 
Setiawan, 2025). Note that throughput is related to utilization: if one scheduling is really good, it has to 
maximize the number of tasks completed, or the amount of data processed; it must also avoid computational 
and communication bottlenecks. A reinforcement-learning approach to resource management for real-time AI 
workloads can dynamically allocate available resources to ensure efficient processing in the face of fluctuating 
demands (Mallikarjunaradhya et al., 2024). 
Cost optimization is also vital since there are differences in the operational costs of cloud execution, 
communication, resource activation and migration. ML-based allocation can provide a way to determine 
resource configurations that optimize computational performance and economic efficiency (Bodra & Khairnar, 
2025). The application level constraints are defined by QoS and SLA requirements, expressed in terms of 
latency, throughput, availability and responsiveness. These service requirements can be adapted to changing 
operational conditions by adjusting the resource allocation decisions, especially for dynamic industrial 
environments (Vimal et al., 2020). Continuous service even in the event of failures, congestion, connectivity 
changes, and workload variability also are important aspects of reliability. Distributed hybrid edge–cloud 
architectures can enhance resilience by offering alternative processing sites, thereby minimizing reliance on 
specific computational nodes (Ganesh et al., 2025). 
These goals are tightly linked together and often there are trade-offs. Edge execution can lower latency, and 
increase local energy use, while cloud execution can increase computing power, but increase transmission 
delay and communication cost (Patel, 2025). Likewise, having maximum throughput may result in greater 
resource contention and thus adversely impact QoS or reliability. Adaptive decision-making (Dong et al., 2021) 
can be used as a tool to handle such conflicting operational and economic goals through intelligent cloud–edge 
resource coordination. Multi-objective optimization is thus essential for real-time management of resources 
between the edge and the cloud, where allocation policies can make the best use of limited resources to meet 
the latency requirements, energy efficiency, utilization, throughput, cost, QoS, and reliability of each application 
based upon its priority and the state of the system. 
 

Table 4. Performance Metrics for Resource Allocation 
Metric Description Measurement Goal Representative 

References 
Latency End-to-end response 

delay 
ms Minimize Deng et al. (2022) 

Throughput Tasks/data processed 
over time 

Tasks/s; Mbps Maximize Mallikarjunaradhya et 
al. (2024) 
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Resource 
Utilization 

Efficiency of available 
resources 

% Maximize Sulistyo & Setiawan 
(2025) 

Energy 
Efficiency 

Energy required for 
processing 

J/task; Wh Optimize Han et al. (2025) 

Cost Operational/resource 
expenditure 

Monetary cost Minimize Patel (2025) 

QoS/SLA Compliance with service 
requirements 

Violation rate (%) Optimize Vimal et al. (2020) 

Reliability Successful service 
operation 

Success/availability 
(%) 

Maximize Ganesh et al. (2025) 

Migration 
Overhead 

Cost of workload/service 
movement 

Time; bytes; energy Minimize Chen et al. (2022) 

 

7. Applications And Evaluation 
Adaptive edge–cloud resource allocation enables applications with low latency, distributed processing and 
dynamic resource availability. For IoT and Industrial IoT (IIoT), intelligent scheduling is in charge of 
dynamically assigning workloads to the devices, edge nodes, and cloud-based servers based on the fluctuating 
computational needs. (Zhang et al., 2025) The transportation, surveillance, utilities, and environmental 
monitoring aspects of smart cities also rely heavily on edge–cloud integration, where local processing enhances 
responsiveness, and cloud computing offers scalable analytics (Trigka & Dritsas, 2025). Distributed processing 
of smart-city IoT data can be further enhanced using collaborative deep learning ( Wu et al., 2020). 
The network topology and computational requirements are continuously changing in the connected vehicle 
network, necessitating adaptive resource allocation. The energy-aware edge–cloud allocation scheme can 
support real-time urban traffic prediction while maintaining resource consumption control (Ali et al., 2025). In 
healthcare applications, timely processing of sensor data is also crucial, and ML-based adaptive allocation can 
dynamically adjust to fluctuating data rates and resource demands in healthcare IoT systems (Rafique, 2025). 
Edge Processing also has its applications in AR/VR and UAV, which, in both cases, demand ultra-fast responses, 
under the bandwidth, computing, mobility, or energy constraint. Meanwhile, 5G/6G and multi-access edge 
computing offer communication infrastructures that enable distributed intelligence and low latency 
orchestration of resources. 
Typical evaluations make use of simulation-based environments like CloudSim, iFogSim, or EdgeCloudSim or 
experiment-based environments using containers or Kubernetes. The typical metrics used for measuring 
performance are latency, throughput, energy use, resource utilization, cost, task completion, SLA violations, 
communication overhead, and migration overhead. The accuracy of the predictions, the latency of the 
inferences, the convergence and the stability of the policy are also to be evaluated by ML-based approaches. 
DRL-based content distribution highlights the significance of learning driven allocation under application-
specific edge–cloud scenario (Neelakantan et al., 2024). Standardized workloads, common baselines and 
reproducible evaluation procedures are therefore critical to enable meaningful comparisons, and to assess 
whether reported improvements can be generalized to real-world deployments. 
 

8. Challenges And Future Directions 
Despite advances in ML-driven edge–cloud computing, resource heterogeneity remains challenging because 
devices differ substantially in processing capacity, memory, accelerators, connectivity, and energy availability. 
There are also dynamic workloads to consider, as well as scalability, and the need to allocate when the demand, 
mobility and network changes constantly. For future systems, lightweight learning mechanisms that can adapt 
across heterogeneous and large-scale infrastructures are required (Venkataraman & Ramachandraprabu, 
2025). The communication overhead of telemetry, model updates and task migration should also be kept at a 
minimum to retain the latency benefits of edge. 
Security and privacy are crucial as there are potential attacks such as adversarial inputs, compromised nodes, 
and manipulated model updates in the distributed ML controllers. At the same time, the lack of generality and 
model drift may impact the rate of allocation if the operating conditions vary from those during training. It is 
therefore essential that continual & online learning enable real-time adaptation, and explainable AI should aid 
in making decisions about resource allocation transparent, especially for critical applications. 
New technologies are critical for meeting these limitations. Digital twins can be used to simulate the state of 
resources and test resource allocation policies prior to deployment; Green edge computing can integrate 
energy cost, carbon intensity, and availability of renewable energy into resource scheduling. There are already 
several examples of how the digital-twin and ML integration is a potential for scalable and energy-efficient 
cloud–edge coordination (Han et al., 2025). The integration of communication, computation, sensing, and 
intelligence may be further achieved by AI-native 6G, which enables highly responsive distributed services. The 
long-term direction is towards autonomous orchestration, where edge–cloud systems continuously observe 
conditions, forecast demand, allocate resources, assess performance and autonomously make optimisations to 
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their policies. Support for scalable continual learning, secure coordination, explainable decisions, energy 
efficient optimization, and strong generalization for reliable self-managing edge–cloud infrastructures should 
therefore be a focus of future research efforts. 
 

9. Conclusion 
Edge–cloud integration with machine learning is a big step towards intelligent and responsive resource 
management. This review shows that a coordinated infrastructure of both edges and clouds is very useful to 
overcome the drawbacks of having a purely centralized or localized computing infrastructure that statically 
allocates computation, communication and storage resources to meet some application needs. This capability 
is supported by ML-driven methods, including workload prediction, intelligent task offloading, dynamic 
provisioning, service migration and adaptive scheduling, among others, notably deep learning, reinforcement 
learning, multi-agent learning and federated learning. These approaches must be effectively coordinated across 
heterogeneous resources and must have the capability of balancing latency, energy usage, resource utilization, 
throughput, cost, QoS and reliability. But, in spite of all these advances, the deployment of real-world 
applications is still constrained by the challenges of resource heterogeneity, dynamic workloads, 
communication overhead, scalability, security and privacy risks, model drift, limited generalization, and 
learning overhead. This will need lightweight and explainable learning, powerful distributed intelligence, 
continuous adaptation, and uniformity in assessment tools. Further, new trends in digital twins, green 
computing, and AI-enabled 6G offer insights into even more predictive and sustainable management of 
resources. In the end, adaptive edge–cloud architectures look to become autonomous orchestration systems, 
capable of continuously monitoring, predicting, allocating, evaluating and optimizing resources with minimal 
human intervention, and that will serve as the foundation for scalable and secure, energy-efficient and real-
time intelligent computing. 
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