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Abstract 
Responsible AI research can be organized by principle, by regulatory risk tier, by stage of the development lifecycle, or by 
technique. Each of these lenses is useful, but none indicates the point at which a system displaces the authority of a human 
decision-maker. This review proposes a different taxonomy that distinguishes, for customer-facing enterprise systems, five 
loci of accountability transfer: perception, framing, option, execution and commitment. Through perception, the system 
determines what a human attends to. Through framing, it determines how the human interprets it. Through option, it limits 
the choice set. Through execution, it performs a reversible action. Through commitment, it performs an action with 
customer-visible or binding effect. Twenty-four peer-reviewed articles published from 2020 onwards were synthesized 
against this taxonomy, and coverage across it was uneven. Option, execution and commitment are discussed in some detail, 
commitment most of all because it carries regulatory obligations. Perception and framing are only weakly discussed, or 
discussed in work focused on other questions. They are, however, the two loci at which customer relationship management 
automation operates most often, since triage, prioritization, summarisation and sentiment interpretation are far more 
common than autonomous action. This asymmetry yields four research gaps and a corresponding research agenda. The 
main limitation is that the taxonomy is analytically derived from the reviewed corpus rather than empirically validated 
against practitioners' experience of where authority is lost. 
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1. Introduction 
A service representative opens the queue and the top three cases appear, selected by the prioritization model. 
For each case, a summary, a sentiment label and a recommendation have been generated automatically. The 
representative reads, judges and decides. By any conventional account this is human decision-making with 
artificial intelligence support, and the human bears ultimate responsibility. Yet the representative did not select 
the cases to consider, did not construct the account of what each customer said, and did not assemble the set 
of available remedies. Considerable authority has moved, and none of it moved at the moment usually 
described as the decision (Uddandarao, 2026). 
The responsible artificial intelligence literature has expanded rapidly and can be organized into four broad 
categories. Principle-based treatments list fairness, transparency and accountability as obligations to be 
designed for (Lu et al., 2023; Marzouk et al., 2023). Risk-tier treatments relate legal product classification to 
compliance obligations (Wagner et al., 2026; Restrepo Amariles & Baquero, 2026). Lifecycle treatments apply 
controls at successive development stages (Mökander & Floridi, 2023; McGregor, 2023). Technique-oriented 
treatments develop and test specific methods (Wang & Yin, 2022; Westerstrand, 2025). Bibliometric mapping 
confirms that the field is growing rapidly and is structurally heterogeneous (Zhang et al., 2025). 
None of these organizing schemes answers the question a practising architect must settle: at which point does 
a named human authority pass to a system, and what control would restore it? Principles bind everywhere and 
therefore attach nowhere in particular (Vytla, 2024). Risk tiers sort systems rather than points in a workflow, 
and they place most customer relationship management automation below the threshold at which obligations 
apply (Vytla, 2025). Lifecycle stages describe when a control might be applied rather than what is lost. 
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Technique-oriented work examines a mechanism without establishing that this mechanism is what carried the 
authority away. 
This review proposes that the locus of accountability transfer offers a clearer organization of the field, and 
applies it to twenty-four peer-reviewed publications. The review is timely for a specific reason rather than a 
general one. The move toward conversational and generative AI has shifted customer-facing automation 
decisively toward interpretation and summarisation, operations that frame what happens next, at a time when 
regulatory and academic attention has focused mainly on actions. The gap between what automation is used 
for and where governance attention is directed is the condition this review addresses. 
This review contributes the following: 
1. A five-locus taxonomy of accountability transfer in customer-facing enterprise systems: perception, 

framing, option, execution and commitment (Section 4). 
2. A map of how the reviewed corpus covers those loci, and where coverage is absent (Section 5). 
3. A comparison of five organizing lenses, stating what each makes visible and what each obscures (Section 

6). 
4. Four research gaps arising from this asymmetry, and a research agenda to address them (Sections 7 and 

8). 
 

2. Background 
Enterprise customer relationship management platforms are environments in which automated 
interpretation, recommendation and action happen continuously across sales, service and marketing work. 
Scale is the critical point. A platform serving several thousand internal users, and many times that number of 
customers, applies automated judgements at a volume beyond the ability of any review function to inspect fully. 
Oversight therefore becomes selective, and the basis of selection becomes an architectural problem. The 
architectural models describing these environments are typically layered, with artificial intelligence functions 
distributed across the layers rather than concentrated in one. 
Read from the bottom up, such a model places a connected customer data fabric at the base, integration services 
above it, intelligence services above those, automation functions above that, and finally human decision 
controls and governance. Responsibility mechanisms such as review queues, approval workflows, audit logs 
and control monitoring are the focus of most governance-related work, and they attach to the upper layers. The 
intelligence services layer, which supports scoring, summarisation and sentiment analysis, has no associated 
responsibility mechanism. It is at this layer, where framing occurs without a paired control, that the asymmetry 
documented in this review first appears. 
The distinction between making a decision and determining what is decided has a long history in organizational 
theory, and it has re-entered the technical discussion through research on reliance. Decision-support research 
shows that more decision support can, under some conditions, produce worse decision quality (Ward, 2023). 
Overreliance research shows that people accept AI output beyond what its accuracy warrants, and that 
explanation design measurably changes this behaviour (Vasconcelos et al., 2023). Reliance also changes over 
time: Kahr et al. (2024) show that trust and reliance develop with accumulated experience, so the same 
reviewer may behave differently with the same system in month twelve than in month one (Gaggar, 2025b). 
Regulatory concerns appear in compliance research on how firms interpret and implement high-risk 
obligations (Wagner et al., 2026) and, more generally, on how they navigate regulatory complexity (Restrepo 
Amariles & Baquero, 2026). Fairness engineering has also begun to engage with these obligations 
(Westerstrand, 2025). This body of work is large and consequential, but it is usually organized according to 
risk classification, which would place a customer service assistant that summarizes conversations and manages 
queues outside the regulated category entirely (Gaggar, 2025a). 
 

3. Methodology 
The search and screening process is set out here so that readers can assess and replicate the resulting corpus. 
3.1 Databases and search strategy 
The search was run on Crossref bibliographic metadata, filtered by publisher member identifier to target 
established journal venues of the Institute of Electrical and Electronics Engineers, Elsevier, Springer Nature, 
Wiley, the Association for Computing Machinery and Emerald. The filter was a methodological decision, made 
because unfiltered searches returned a large proportion of records from venues with no editorial process. 
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Contamination by such records is a known problem in this subject area, where responsible artificial intelligence 
attracts both serious scholarship and a large volume of low-barrier publication. 
Search strings combined responsible-computing terms with application or mechanism terms. The responsible-
computing terms were responsible artificial intelligence, artificial intelligence governance, algorithmic 
accountability, algorithmic fairness, explainability, human oversight and automated decision making. The 
application terms included customer service, enterprise, organizational adoption, decision support, managerial 
decision making, trust and regulatory compliance, often in pairwise combination. 
3.2 Inclusion and exclusion criteria 
Records were included if they were journal articles or named association proceedings published from 2020 
onwards, had a resolvable digital object identifier, and discussed responsible AI in relation to human decision 
authority. Books, vendor documentation, technical reports, agency web publications and unrefereed preprints 
were excluded, as were records with no editorial process, records that discussed model architecture without 
addressing governance or oversight, and records whose thematic contribution was matched or exceeded by a 
stronger included record. In borderline cases, studies of consumer trust were included only when the trust was 
placed in the automated decision rather than in the brand, and studies of firm behaviour under regulation were 
included while general legal commentary on the regulatory instrument was excluded. 
3.3 Screening flow 
Figure 1 shows the progression of records through each phase of selection: 210 records were identified, 52 
were retained after title and abstract screening, 28 were assessed for full eligibility, and 24 were included. Four 
potentially eligible records were excluded because of thematic redundancy with a more informative included 
record. 
 

 
Figure 1. Record identification, screening and inclusion flow 
Source: Author's own analysis. 
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Every record was checked against its bibliographic authority and then checked again independently, with the 
first check treated as unverified. This double-verification step is not yet standard practice, and it is reported 
here because it materially affected the corpus: the second pass identified a truncated title and an omitted co-
author that the first pass had missed. This suggests that single-pass verification may no longer be sufficient at 
this scale. 
3.4 Synthesis approach 
Records are assigned to a locus according to the claims they make about it, and are organized thematically by 
locus rather than by journal or method. A record that makes claims about several loci appears under each, 
which is why the counts in Section 5 exceed the size of the corpus. Uneven coverage was not anticipated: the 
taxonomy was built to organize the synthesis, and the unevenness emerged from that grouping rather than 
motivating it. It is therefore presented as an empirical observation rather than a premise. 
4. A Taxonomy of Accountability Transfer 
The five loci are ordered by their position in the decision sequence, not by their potential impact, and a 
deployed capability may operate at several of them. Figure 2 positions the loci along the decision sequence and 
indicates, for each, what is handed to the system, what remains with the human, and the architect's guiding 
question. Its coverage bars anticipate the finding reported in Section 5. 
 

 
Figure 2. Five loci of accountability transfer in customer-facing enterprise systems, ordered along the decision 
sequence, with corpus coverage 
Source: Author's own analysis. 
 
Perception transfer occurs when the system decides what reaches human attention, as in queue ordering, case 
triage, alert suppression and lead prioritization, while the human retains discretion over what is shown. This 
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is precisely why the locus escapes scrutiny: no decision has been taken away. What has been taken away is the 
agenda. A case that is never surfaced is never decided badly, because it is never decided at all. 
Framing transfer occurs when the system supplies the interpretation on which the human then decides, as in 
summarisation, sentiment labelling, intent classification and risk scoring. The human decides, but on a 
construal they did not build and generally cannot audit in the time available. Explainability research is the 
closest related area, with evaluation frameworks for managerial comprehension and trust (Love et al., 2024) 
and for high-stakes financial decision-making (Ioannou et al., 2026), both of which address how a conclusion 
was reached. Whether the construal was sound is a different question, and explainability does not reach it. 
Option transfer occurs when the system constrains the choice set, through next-best-action recommendations, 
suggested responses or routing candidates. This locus is studied in depth. One study compared the effects of 
different explanation types on acceptance (Wang & Yin, 2022), and an experimental evaluation showed that 
explanations can reduce overreliance rather than merely increase confidence (Vasconcelos et al., 2023). 
Longitudinal work shows reliance calibrating through repeated interaction (Kahr et al., 2024), and 
presentation detail strongly influences consumer acceptance of recommendations (Kim et al., 2021). 
Execution transfer occurs when an agent acts in a way that can be reversed without visible cost to the customer, 
which Kshetri (2025) frames as a question of identity, permission and oversight. This locus is addressed at 
programme scale in impact assessment practice (McGregor, 2023), and tooling is emerging to support the 
documentation burden (Bogucka et al., 2024). The real issue is reversibility. A change is reversible only if it can 
be undone within the window before its side effects propagate to other systems or to the customer; a record 
update that has already triggered three downstream operations is not reversible merely because the field can 
be set back to its former value. 
Commitment transfer occurs when actions create externally visible and binding effects: a message is sent, a 
price is quoted, an entitlement is changed. Reversal is not possible, because the customer has already been told. 
Most work here focuses on regulatory consequences, although studies of firms have examined how 
accountability is constructed around opaque systems in practice (Lioliou et al., 2026). Evidence from industrial 
service recovery shows what failure at this locus costs: automated recovery can erode the trust and 
engagement it was deployed to protect (Naidoo, 2026). 
4.1 A single capability across several loci 
The loci are analytically distinct but operationally entangled, so a capability cannot be governed by assigning it 
to a single locus. Consider a service assistant, a type of agent now widely deployed. It orders the incoming 
queue, operating at perception. It summarizes the interaction history, operating at framing. It proposes a 
resolution, operating at option. It updates the case record automatically, operating at execution. It drafts the 
reply to the customer and sends it after approval, operating at commitment (Konatham et al., 2025). 
One capability therefore performs five transfers, and a governance process will almost certainly classify it by 
its most visible function. If the classification is commitment, the controls built will be authorisation controls, 
and the four upstream transfers will be governed by an approval step that occurs after all of them have already 
happened. If the classification is assistance, because a human approves the final message, the capability may 
receive no substantive control at all. Neither outcome reflects negligence; both follow from a classification 
scheme that lacks a vocabulary for the distinction. 
 
5. Thematic Review and Coverage 
The distribution of the corpus across the taxonomy is the central finding of the review. It is uneven, and 
inversely so: coverage is thinnest at the loci where customer relationship management automation is most 
common. Table 1 summarizes the distribution. 
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Table 1. Distribution of the reviewed corpus over the transfer loci 

Locus Reviewed 
sources 

addressing 
it 

Depth of 
treatment 

Dominant framing in the 
literature 

Coverage assessment 

L1. 
Perception 

2 of 24 Incidental Treated as a data-pipeline or 
ranking concern rather than 
an accountability question. 

Substantially under-
addressed. No reviewed 
source treats attention 

allocation as a transfer of 
responsibility. 

L2. Framing 5 of 24 Partial Approached through 
explainability, which asks 

how a conclusion was 
reached rather than whether 

the construal was sound. 

Under-addressed. 
Explainability research is 

adjacent but answers a 
different question. 

L3. Option 9 of 24 Substantial Well covered through 
reliance, overreliance and 

recommendation-acceptance 
research. 

Adequately addressed, 
though largely in laboratory 

rather than enterprise 
settings. 

L4. 
Execution 

6 of 24 Substantial Covered through agentic 
governance, impact 

assessment and auditing 
literature. 

Adequately addressed at the 
level of principle; thinner on 

operational mechanism. 

L5. 
Commitme

nt 

8 of 24 Substantial Heavily covered through 
regulatory compliance, high-

risk classification and 
accountability construction. 

Best addressed of the five, 
driven by regulatory 

attention. 

Source: Author's own analysis. 
 
Of the twenty-four sources, two discuss perception, and neither does so in accountability terms; both treat it 
as a ranking or pipeline concern. The closest existing work concerns automated data cleaning, which has been 
shown to harm fairness in machine learning-based decision making, demonstrating that upstream processing 
choices carry downstream normative consequences (Guha et al., 2024). The argument carries over to triage, 
although the source does not make it. 
Five studies address framing, and all do so through explainability. There are evaluation frameworks for users' 
comprehension of and trust in AI outcomes (Love et al., 2024), comparisons of explanation effects (Wang & Yin, 
2022), analyses of explainability in financial decision-making (Ioannou et al., 2026), and studies of 
transparency as a driver of managerial trust (Cao et al., 2026). None considers whether the output's construal 
of the underlying situation was adequate. A summary can be perfectly explainable and still omit the decisive 
sentence. The distinction is not pedantic: an explanation accounts for the route from input to output, and is 
therefore silent about material that never entered the input. 
The corpus concentrates at the action end of the taxonomy. Option, execution and commitment together 
account for twenty-three of the thirty locus assignments in Table 1, against seven for perception and framing. 
Regulatory compliance research sits at commitment (Wagner et al., 2026; Restrepo Amariles & Baquero, 2026), 
fairness engineering at option and commitment (Westerstrand, 2025), and auditing and assessment practice 
at execution and commitment (Mökander & Floridi, 2023; McGregor, 2023). Practice-oriented syntheses of 
responsible artificial intelligence building blocks (Marzouk et al., 2023) and design pattern collections (Lu et 
al., 2023) also cluster toward the action end. 
Research on the customer side includes the trust effects of AI-mediated communication (Hennighausen et al., 
2025), transparency and bias mitigation in service contexts (Ehsan et al., 2026), and the tension between 
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personalization and privacy (Chen et al., 2022). Together, these studies examine the customer's perspective 
after the system has acted. Compared with this outcome-focused work, research on the operational side of the 
system is sparse. 
5.1 The operating model and where it does not reach 
A tiering common in enterprise customer relationship management practice grades human oversight in four 
levels: assistive, supervised, conditional autonomy and restricted autonomy. The tiers are defined by what the 
system does and how far the human operator is involved, which aligns them with execution and commitment, 
loci four and five. Table 2 shows which loci are actually operating at each tier, and what each tier's control 
presupposes about the reviewing human. 
 
Table 2. Conventional oversight tiers read against the accountability transfer loci 

Convention
al tier 

Typical CRM 
capabilities 

Loci actually 
operating 

Control the tier 
assigns 

What that control 
presupposes 

Assistive Conversation 
summarisation, reply 
drafting, knowledge-

article suggestion, 
account insight 

panels. 

L1 perception 
and L2 framing 

Reviewer edits or 
rejects each output; 
sources and outputs 

are logged. 

Time and access to check 
the construal against 

source material, which is 
the capacity framing 

transfer reduces. 

Supervised Queue routing, lead 
prioritisation, 

renewal-risk flagging, 
triggering of journey 

steps. 

L1, L2 and L3 Reviewer approves 
flagged exceptions 

and sets thresholds. 

That problems surface as 
exceptions; a suppressed 

item generates no 
exception to approve. 

Conditional 
autonomy 

Reminder scheduling, 
record enrichment, 

internal status 
changes, routing that 

can be undone. 

L4, with L1 
where routing 

is involved 

Aggregate 
monitoring, 

bounded 
permissions and a 

rollback path. 

That reversal is achievable 
within the window before 

effects propagate. 

Restricted 
autonomy 

Customer messages 
on sensitive matters, 
discount and pricing 
exceptions, regulated 

determinations, 
significant account 

changes. 

L5, preceded 
by L1 to L3 

A named approver 
for each action, with 
audit and escalation 

records. 

That authorisation 
remains substantive, 

although the upstream 
transfers have already 

occurred. 

Source: Author's own analysis. 
 
Conventional tiering treats assistive automation as the low-risk case, requiring only traceability and logging. 
Read against the taxonomy, it is the tier at which perception and framing transfer occur. The control assigned 
to it, human review and edit, presupposes the very capacity that the transfer has reduced. Consider what review 
means here: a representative cannot check a summary against sources they have no time to read, and the tier 
model classifies actions by their reversibility rather than by the authority they absorb. 
The field as a whole shows a similar pattern in its bibliometric profile (Zhang et al., 2025). Growth has 
concentrated where regulation and visible harm concentrate, which is a reasonable response at the level of the 
domain, but one that has left the quiet loci unexamined. 
5.2 What the customer-side evidence adds 
A further stream of the corpus concerns what customers experience, and read against the taxonomy it yields a 
finding that these studies suggest but do not state. In personalisation, trust and reactance mediate the tension 
between tailoring and privacy concern (Chen et al., 2022). The level of numerical detail with which a 
recommendation is presented influences acceptance independently of its quality (Kim et al., 2021). AI-
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mediated communication has measurable effects on customer trust (Hennighausen et al., 2025), and service 
transparency and bias mitigation shape trust in ways that depend on the organization's ethical culture (Ehsan 
et al., 2026). 
Each of these studies measures an effect at the point of customer contact, that is, at commitment. What 
produced the effect, however, usually occurred upstream. The recommendation whose presentation shifted 
acceptance was constructed at the option locus, and the message that provoked reactance drew on a profile 
assembled at perception. The customer-side literature is thus measuring the output of a pipeline while 
attributing the result to its final stage. Evidence that automated service recovery can erode rather than repair 
engagement (Naidoo, 2026) is most plausibly read as an upstream failure surfacing at the only point where 
anyone was looking. 
This is consistent with managerial research on trust, which identifies ethics, transparency and explainability 
as drivers of AI trustworthiness in managerial decision-making (Cao et al., 2026); these attributes, however, 
concern what a system displays, not what it withholds. A manager can trust a system appropriately on 
everything it shows them and still be badly served by it. 
 

6. Comparative Analysis of Organizing Lenses 
The proposed taxonomy is one way of organizing the field, and it is not presented as superior to the alternatives 
on every dimension. Table 3 shows what each lens makes visible, and what each obscures, in a customer-facing 
setting. 
 
Table 3. Comparison of organizing lenses for responsible artificial intelligence 

Organising lens Representative basis in 
the reviewed literature 

What it makes visible What it obscures in a 
customer-facing setting 

Principle-based 
(fairness, 

transparency, 
accountability) 

Responsible artificial 
intelligence practice 

landscapes and design 
pattern collections 

A shared vocabulary that 
transfers across domains 

and supports policy 
drafting. 

Where in a workflow each 
principle actually binds; 

principles are stated without 
an attachment point. 

Risk-tier based 
(regulatory 

classification) 

European regulatory 
compliance research and 

high-risk obligation 
studies 

Legal obligation, 
enforcement exposure 

and documentation duty. 

Everything below the high-
risk threshold, which is 
where most customer 

relationship management 
automation sits. 

Lifecycle-stage 
based (design, 

training, 
deployment, 
monitoring) 

Impact assessment 
programmes and ethics-
based auditing practice 

When in a development 
process a control should 

be applied. 

Which human loses which 
form of authority at each 

stage, and to what. 

Technique-based 
(explainability, 

fairness metrics, 
uncertainty) 

Explanation-effects 
research and fairness 
engineering studies 

Concrete, measurable 
interventions with 

established evaluation 
methods. 

Whether the technique 
addresses the authority that 

actually moved, or a 
different one. 

Accountability-
transfer based 
(this review) 

Synthesis across the 
reviewed corpus 

The specific human 
authority displaced at 

each point, and therefore 
the control that would 

restore it. 

Offers no compliance 
mapping; requires 

translation before it satisfies 
a regulator. 

Source: Author's own analysis. 
 
Two entries require comment. The risk-tier lens has the strongest claim to practical authority, since it maps 
directly onto enforceable obligation. It is also the lens under which most customer relationship management 
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automation disappears, since a queue-prioritization model in a service centre would not be classified as high-
risk, and nothing in the classification asks what authority the model absorbs. The accountability-transfer lens, 
by contrast, identifies the authority that has been displaced, but it offers no compliance mapping and must be 
translated before it can be presented to a regulator of high-risk systems. 
The lenses are therefore not in competition. The one proposed here is useful for determining which controls a 
capability should carry while it is being designed; it does not show that an existing capability complies. An 
organization needs both, and the literature has long provided the latter (Tokas, 2026). 
6.1 Mapping the taxonomy onto governance practice 
Lifecycle-stage governance of the kind shown in Table 4 remains as relevant as ever. The taxonomy does not 
replace it, but it adds an accountability-transfer question to each stage, most importantly at design (Table 4, 
fourth column). Before deciding where to place the autonomy boundary, an organization must first decide 
whose authority the capability will absorb. A framing capability may call for different design-stage artifacts 
than a commitment capability, yet current practice assumes that a single risk-classification exercise serves 
both. 
 
Table 4. Governance lifecycle stages, their evidence artifacts and the accountability-transfer question each 
should settle 

Lifecycle 
stage 

Architecture focus Evidence artifact Accountability-
transfer question 

Risk reduced 

Design Classification of the 
use case, purpose 

limitation for data, 
placement of the 

autonomy boundary. 

Use-case 
assessment and 
decision-control 

plan. 

Which loci will the 
capability occupy, and 
whose authority does 

each absorb? 

Automation 
misaligned with 

purpose; 
accountability left 

unassigned. 

Data 
readiness 

Quality, lineage, 
identity resolution, 

consent and 
minimisation. 

Data provenance 
register and 

readiness 
assessment. 

What will perception-
locus filtering be 

permitted to exclude, 
and who can see what 

was excluded? 

Recommendations 
built on unreliable 

data; privacy 
exposure. 

Model 
enablement 

Validation, 
versioning, prompt 

control and 
evaluation sets. 

Model 
documentation, 
prompt register 
and validation 

evidence. 

How will construal 
adequacy, and not only 

explainability, be 
evaluated? 

Opaque behaviour; 
results that cannot 

be reproduced. 

Workflow 
deploymen

t 

Review queues, 
escalation routes, 
action logging and 

rollback design. 

Oversight 
playbook and 

action audit trail. 

Does the reviewer have 
the time and access that 

the assigned control 
presupposes? 

Unchecked 
execution; 

automation bias. 

Operations Drift monitoring, 
feedback capture, 

incident review and 
governance cadence. 

Monitoring record 
and remediation 

log. 

Is review still 
functioning, as distinct 

from merely being 
performed? 

Undetected 
degradation; 

stalled 
improvement. 

Source: Author's own analysis. 
 

7. Research Gaps 
The coverage analysis highlights four gaps, stated here as specific absences rather than as a general call for 
more work. 
The first is measurement at the perception locus. No reviewed source provides a means of measuring what an 
attention-allocation system excluded, or with what consequence. The practical difficulty is genuine, since 
checking the counterfactual for an unsurfaced item requires the outcome of a case that was never worked, 
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which is unobservable by construction, and this may be a larger methodological barrier than is recognized. The 
gap is nonetheless consequential: suppression is among the most pervasive and least examined automated 
operations in customer service (Varanasi, 2025). 
The second is construal adequacy, which is distinct from the more mature question of explainability. 
Explainability concerns how the model produced its output (Wang & Yin, 2022; Love et al., 2024). No reviewed 
source offers a way to assess whether a summary or classification faithfully reflects the situation it claims to 
describe, in the terms a reviewer would need. 
The third is the decay of review capacity over time. Reliance research indicates that acceptance calibrates with 
experience (Kahr et al., 2024) and that more decision support can reduce performance (Ward, 2023). However, 
no reviewed study measures whether a production review queue is still genuinely reviewing a year after an 
automation reaches high accuracy, which is precisely the condition under which enterprise oversight matters 
most (Tokas, 2026a). 
The fourth is the gap between assessment artifacts and operative control. Impact assessment (McGregor, 2023; 
Bogucka et al., 2024) and ethics-based auditing (Mökander & Floridi, 2023) both produce documentation. 
Neither line of work reports whether the documented controls remained in force after the assessment, which 
is the only question that determines whether the assessment made a lasting difference. A documented but 
unenforced control looks identical on paper to an enforced one (Uddandarao et al., 2025). 
The four gaps share a structure worth naming, because it explains why they will not close one at a time. Each 
is an absence, not an event. In each case something did not happen: the case was not surfaced, the detail was 
not summarized, the review was not genuinely performed, the control was not actually exercised. Existing 
methods are mostly geared toward artifacts and incidents, which exist and can be studied. Absences create no 
artifact and no incident, so the instruments that detect them must be designed for that purpose rather than 
adapted from infrastructures built to observe what is present (Uddandarao, 2026). 
 

8. Future Research Directions 
Three directions follow from the gaps, ordered from least to most difficult, together with a fourth that cuts 
across them. 
The first, addressing the decay of review capacity, is the most immediately feasible. Override rate, review dwell 
time and the catch rate for deliberately seeded errors could be monitored in production without further 
theoretical work. Over a longer horizon, a longitudinal cohort study of review queues across enterprises would 
show whether the laboratory finding on reliance calibration (Kahr et al., 2024) holds at organizational scale, 
and over what timescale. 
The second, construal adequacy evaluation, is less developed but has a clear starting point: sampling generated 
summaries against their source documents and comparing the omitted material with decision-relevant 
content. This is closer to the evaluation of generated summaries than to explainability, so existing summary-
evaluation frameworks offer a base. What must change is the metric rather than the summary format. 
Summary-evaluation metrics normally measure coverage of salient content as a general reader would 
prioritize it, whereas construal adequacy requires coverage of the content that would have led the handler to a 
different decision. The two targets diverge most where it matters most (Gaggar, 2026). 
The third, evaluation at the perception locus, is both the hardest and the most valuable. It would require 
randomised holdouts of items from automated suppression and the collection of the resulting outcomes. This 
raises ethical questions in customer-facing settings, and the design would need to fall within the evolving 
governance apparatus described in the auditing literature (Mökander & Floridi, 2023). The uncomfortable 
symmetry is that establishing whether suppression harms customers requires leaving some cases 
unsuppressed. Whether that is acceptable depends on the harm profile of the domain, and it is a question for a 
research ethics committee rather than an architect (Tokas, 2026b). 
A fourth direction cuts across the other three. The taxonomy was derived from the literature and has not been 
tested against practitioners' experience. Interviews with service and sales professionals about where they 
experience authority as having left them would show whether the five loci hold or whether a different set 
emerges (Bobba, 2025). 
 

9. Conclusion 
Responsible artificial intelligence in customer relationship management is well studied where harm is visible 
and little studied where it is hidden. Regulation, auditing and design guidance concentrate downstream, on 
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actions, while triage, summarisation and interpretation operate upstream. Governance of the upstream loci 
also presumes a reviewing human who can trace the workings of the automation under review, which is 
precisely the capacity these transfers erode. 
The five-locus taxonomy locates that mismatch, but it is not in itself a governance framework. Design-time 
decisions about which authority a capability will absorb can nevertheless change what gets built. The 
taxonomy's limitations are that it offers no compliance mapping, that it was derived from literature rather than 
practice, and that the coverage counts in Section 5 rest on a single reviewer's coding of the corpus, which other 
reviewers might have coded differently. 
What the analysis does establish is an asymmetry that is hard to attribute to anything other than the visibility 
of harm. The loci that generate an identifiable incident attract governance. The loci of absence, the case not 
surfaced and the sentence not summarized, generate no incident to investigate and accordingly attract none. 
Closing the gap does not require new principles; it requires measuring things that currently leave no trace. 
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